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Abstract 
 

This paper presents a statistical study of facial 

expressions. The results can be used as a basis to 

develop a high-level realistic automated framework for 

real-time facial expression synthesis compliant with 

MPEG-4 Facial Animation (FA) specifications [1][2]. 

To achieve this goal, the entire Cohn-Kanade facial 

expression database [3] has been manually labeled so 

as to provide accurate statistics on the positions and 

shapes of a set of facial features (eyes, eyebrows and 

mouth) for six different emotions. After exposing this 

labeling process and the MPEG-4 Facial Animation 

specifications, the paper explains how to relate the 

extracted statistics to the low-level FAPs in order to 

obtain a simplified and realistic facial synthesis using 

only high-level actions. The main contribution of this 

paper is thus twofold: it extends the results presented in 

[4] (by quantifying FAP’s variations under the six 

emotions considered) and shows how these new results 

can be used to create realistic facial animation. 

 

1. Introduction 
 

A wide range of applications in the area of virtual 

reality environments (interactive commercial web-based 

applications, remote education, virtual companions,...) 

use 3D facial animation in order to increase the quality 

and the expressivity of human-computer interfaces. Still, 

facial animation remains a very complicated task due to 

the huge variety and subtlety of the facial expressions to 

be rendered. The difficulty increases evenmore when the 

facial animation framework is designed to act as an 

independent and fully automated process. 

 

Among the large number of psychological researches 

focusing on the facial expression of emotions, the results 

presented by Ekman et al. [5] were considered as the 

basis for a whole community of researchers working in 

facial expression. Ekman showed that at least six 

emotions (anger, disgust, fear, joy, surprise and sadness) 

systematically led to the same facial expressions 

independently of the cultural or ethnical origin of the 

subject under consideration. This result justifies the 

development of universal facial animation engines based 

on these six archetypal emotions. 

 
The MPEG-4 Facial Animation defines two sets of 

facial parameters: the Facial Definition Parameter (FDP) 

set and the Facial Animation Parameter (FAP) set [1][2]. 

The aim of these two sets of parameters is to provide a 

common framework for animating a 3D face deformable 

mesh model with the help of high-level and low-level 

facial actions, closely related to facial muscle 

movements. In this context, the paper presents accurate 

statistics on low-level facial movements involved in the 

six archetypal emotions and shows how these statistics 

may lead to realistic and customizable facial animation 

engines using high-level emotions. 

 
This paper is organized as follows. Section 2  

introduces the main concepts of the MPEG-4 Facial 

Animation specifications. Section 3 describes in a 

detailed way the Cohn-Kanade facial expression 

database labeling process. Section 4 presents the 

relations between low-level FAPs and the six archetypal 

emotions (anger, fear, disgust, joy, surprise and 

sadness), introduces a method of interpolation between 

emotions and presents the statistics about the FAPs’ 

variations for each of the six considered emotions. 

Finally, in section 5, experimental results are presented 

and a conclusion discusses future extensions of system 

capabilities.  

 

2. MPEG-4 Facial Animation specifications 

 
A part of the MPEG-4 Version 2 Standard is 

dedicated to Facial Animation (FA) [1][2]. In order to 

ease the synthesis of an expressive virtual talking face, 

the MPEG-4 Facial Animation (FA) defines two sets of 

parameters in a standardized way. The first set of 

parameters, the Facial Definition Parameter (FDP) set, is 

used to define Feature Points (FP), which serve as 

anchors for 3D face deformable meshes, represented by 

a set of 3D vertices. The movements of these vertices 

drive the deformations to be applied to the model to 
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obtain the facial expressions that should be produced. 

The second set defined by the MPEG-4 Standard is the 

Facial Animation Parameter (FAP) set. It consists of a 

collection of animation parameters that modify the 

positions of the previously defined feature points (FP) so 

as to obtain a model for each of the considered facial 

expressions. The parameters are designed in such a way 

that all naturally possible facial expressions can be 

represented. 

 
2.1. Face Definition Parameter (FDP) set 

 
MPEG-4 Facial Animation defines the location of 84 

feature points on morphological places of the neutral 

head model, as depicted in figure 1. The main purpose of 

the FDPs is to specify how the face mesh will deform 

according to the transformation parameters (FAPs). 

They are also used to personnalize the generic face 

model to a particular face when switching between 

different head models and to modify the shape and 

texture of the standard face. 

 

 
Figure 1 : The 3D feature points of the FDP set 

 
2.2. Facial Animation Parameter (FAP) set 

 
The Facial Animation Parameters (FAPs) represent a 

complete set of basic facial actions closely related to 

muscle movements and therefore allow the 

representation of facial expressions. They consist of a set 

of 68 parameters, divided in two categories: high-level 

and low-level parameters. Only two high-level 

parameters are defined. The first one corresponds to 

visemes, which are the visual equivalents to phonemes in 

speech. This parameter defines the mouth shapes 

produced by the different possible phonemes. The 

second high-level parameter corresponds to facial 

expressions and can take 6 values, one for each of the 6 

archetypal emotions (anger, disgust, fear, joy, sadness 

and surprise). In order to generate a vaster range of 

facial expressions or to animate mixed emotive states, 

the use of lower-level parameters is required. The 

second set of parameters is thus made of 66 low-level 

parameters. They are basic deformations applied to 

specific morphological places of the face, like the top 

middle outer-lip, the bottom right eyelid, etc... While 

every low-level FAP is able to cause a specific and well-

defined movement of the Feature Point it is attached to, 

not every Feature Point is susceptible to be deformed by 

a low-level FAP. The Feature Points concerned by a 

deformation are indicated on figure 1 by black filled 

points while the other static Feature Points are depicted 

as white filled points. Because FAPs are universal 

parameters and independent from the head model 

geometry, MPEG-4 FA defined a set of 6 units, the 

Facial Animation Parameter Units (FAPU), to normalize 

the FAPs and make them independent of the overall face 

geometry. When animating a virtual face, the FAPs have 

to be normalized by their corresponding FAPU. As 

depicted in figure 2, the FAPUs are defined as fractions 

of distances between key facial features, i.e. eye-to-eye 

distance, angular unit, etc.... 

 

 
 

Figure 2 : The Facial Animation Parameters Unit 

 

3. Data acquisition 
 

For each sequence of the Cohn-Kanade facial 

expression database [3], three key frames were 

considered: the first sequence frame (neutral 

expression), the last sequence frame (most intense 

expression) and, finally, the first frame of the sequence 

for which the emotion could be detected without 

ambiguity. For that last frame, two experts in emotion 

recognition were asked to determine this frame for each 

of the considered sequences. 

 

For each keyframe, a set of 37 out of the 84 MPEG-4 

Feature Points was manually marked. A graphical 

interface, developed for this purpose, provides at each 

step a visual guide that shows the next point to be 

marked (in red on the face model), as depicted in figure 

3. Errors can be corrected interactively by right clicking 

on the miss-marked point. The coordinates of the 

marked points are then automatically stored into a file. 
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Figure 3 : The graphical user interface 

 
Once the labeling of a sequence has been achieved, 

the system computes the geometrical displacements of 

two sets of points. The first set involves 8 points, which 

are considered independent of the emotion, such as eye 

corners, face extremities, etc… The movement of these 

points allows to compute the head rigid motion which is 

then subtracted from the displacements of the points 

involved in the facial expression of emotions (the second 

set of points) to obtain local non-rigid Facial Animation 

Parameter (FAP) motion estimations. Morever, it also 

computes automatically the 6 FAPUs used to normalize 

the Facial Animation Parameters. Figure 4 depicts the 

entire set of 37 points that are labeled. In this figure, the 

green diamond-shaped points serve for global head rigid 

motion estimation while the red square points are used 

for FAP motion estimation. 

 

4. From low-level FAPs to archetypal 

expressions 

 
4.1. Archetypal emotions codebook 

 

MPEG-4 Facial Animation is driven by a set of 

parameters, whose effect is to deform a face model so to 

obtain the desired facial expressions. The task turns out 

to be very difficult due to the large number of low level 

FAPs to be tuned consistently to produce realistic 

expressions. If we just consider high-level FAPs, the 

quality and richness of the animation is quite limited. 

But by building high-level movements (archetypal 

emotions) from a set of low-level displacements and by 

taking into consideration the range in which those 

parameters may vary, it is possible to achieve realistic 

and fluid animation, whose expressiveness can be 

adjusted according to user’s goals. 

 
Figure 4 : The set of facial ‘crucial points’  

 

 

 

 

The idea was to carry out a statistical study of the 

movements of a specific set of low-level FAPs involved 

in the six archetypal emotions. The results can then be 

used to model facial expressions with low-level FAPs. 

We focused on the most expressive regions (mouth, eyes 

and eyebrows) of the face and selected the appropriate 

Feature Points (FP) as explained in the previous section. 

Moreover, this study takes into account both the gender 

and the intensity of the emotions. 

 
The statistics extracted from the Cohn-Kanade facial 

expression database served to determine which FAPs are 

involved in the expression of each of the archetypal 

emotions. We thereby extended the results presented in 

[4] by quantifying the relations between the low-level 

FAPs and the six archetypal emotions. The qualitative 

relations between archetypal emotions and low-level 

FAPs are summarized in table 1. For every emotion, the 

list of involved FAPs are given along with additional 

information such as FAP number, axis along which the 

movement occurs and the positive sense of movement. 

 
4.2. FAPs variation range 

 

To analyse the low-level FAPs variation taking part in 

the expression of the 6 archetypal emotions, we 

considered 2 extra characteristics in our model: the 

subject’s gender and the intensity of the emotion. In 

previous studies, no attention was given to the gender 

though it is not obvious that women express their 

emotions the same way than men. In particular, the 

emotions of happiness, sadness and fear are believed to 

be more characteristic of women, whereas anger is 

believed to be more characteristic of men [6]. Moreover, 

the subject can be a really expressive person or an 
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introverted one, depending on its personality or on its 

state of mind. By quantifying FAPs variations, the model 

can be used to produce animation that can range from 

self-contained to excessively expressive depending on 

the desired output. For this reason, the labeling was 

made for two classes of expressive faces: mild and 

strong emotions. The video sequences of the Cohn-

Kanade database start with the first image depicting the 

subject in the neutral state and evolves towards the last 

image when the emotion is at its peak intensity. Thus, we 

used the first image of the sequence for which the 

emotion can be detected without ambiguity as ‘mild 

emotion’ class samples and the last images of the 

sequences as instances of the ‘strong emotion’ class. 

 

Table 2 presents some of the statistics computed for 

each of the two considered classes. These statistics are 

expressed in terms of their corresponding FAPU. By 

selecting the appropriate statistics depending on the 

emotion, the gender and the desired intensity of the 

emotion to be expressed, it is possible to construct a 

variation range for every concerned FAP, as proposed in 

[4]. For bidirectional FAPs, the variation range is given 

by: 

 

],[ ,,,,,,,,,,,,,,, igfeigfeigfeigfeigfe mmV σσ +−=       (1) 

 

And for unidirectional FAPs : 

 

)],0min(,[

]),,0[max(

,,,,,,,,,,,,,,,

,,,,,,,,,,,,,,,

igfeigfeigfeigfeigfe

igfeigfeigfeigfeigfe

mmV

or

mmV

σσ

σσ

+−=

+−=

   (2) 

 

where Ve,f,g,i, me,f,g,i and σe,f,g,i are respectively the 

variation range, the mean value and the standard 

deviation for archetypal emotion e = {anger, disgust, 

fear, joy, sadness, surprise}, FAP f, gender g = {female, 

male, mixt} and intensity i = {mild, strong}. 

 

4.3. Archetypal emotions interpolation 

 

As said by many professional 3D animators [7][8], a 

particular care must be taken to the transitions between 

key moments of the animation sequence in order to keep 

the animation both fluid and realistic. The neutral state 

and the emotions at their maximal intensity can be seen 

as the key positions, while intermediate positions are 

considered as secondary positions. The goal is thus to 

provide enough details close to the key positions, and 

less details for the in-between key positions, i.e. the 

transition between the emotions. 

 

 

A
n
g
er

 

 

raise_b_midlip(2.3,y,+) 

raise_l_cornerlip(2.4,y,+) 

close_t_l_eyelid(3.1,y,-) 

close_b_l_eyelid(3.3,y,+) 

raise_l_i_eyebrow(4.1,y,+)  

raise_l_m_eyebrow(4.3,y,+) 

raise_l_o_eyebrow(4.5,y,+)  

squeeze_l_eyebrow(4.1,x,-) 
 

 

raise_b_midlip_o(8.2,y,+) 

raise_r_cornerlip(2.5,y,+) 

close_t_r_eyelid(3.2,y,-) 

close_b_r_eyelid(3.4,y,+) 

raise_r_i_eyebrow(4.2,y,+) 

raise_r_m_eyebrow(4.4,y,+) 

raise_r_o_eyebrow(4.6,y,+) 

squeeze_r_eyebrow(4.2,x,+) 

D
is
g
u
st
 

 

lower_t_midlip(2.2,y,-) 

raise_l_cornerlip(2.4,y,+) 

lower_t_lip_lm(2.6,y,-) 

raise_b_lip_lm(2.8,y,+) 

lower_t_lip_lm_o(8.5,y,-) 

raise_l_cornerlip_o(8.3,y,+) 

close_t_l_eyelid(3.1,y,-), 

close_b_l_eyelid(3.3,y,+) 

raise_l_i_eyebrow(4.1,y,+) 

raise_l_m_eyebrow(4.3,y,+) 
 

 

lower_t_midlip_o(8.1,y,-) 

raise_r_cornerlip(2.5,y,+) 

lower_t_lip_rm(2.7,y,-) 

raise_b_lip_rm(2.9,y,+) 

lower_t_lip_rm_o(8.6,y,-) 

raise_r_cornerlip_o(8.4,y,+) 

close_t_r_eyelid(3.2,y,-) 

close_b_r_eyelid(3.4,y,+) 

raise_r_i_eyebrow(4.2,y,+) 

raise_r_m_eyebrow(4.4,y,+) 

F
ea
r 

 

raise_b_midlip(2.3,y,+) 

stretch_l_cornerlip(2.4,x,+) 

raise_b_lip_lm (2.8,y,+) 

stretch_l_cornerlip_o(8.3,x,+) 

raise_l_i_eyebrow(4.1,y,+) 

raise_l_m_eyebrow(4.3,y,+) 

raise_l_o_eyebrow(4.5,y,+) 

squeeze_l_eyebrow(4.1,x,-)  
 

 

raise_b_midlip_o(8.2,y,+) 

stretch_r_cornerlip(2.5,x,-) 

lower_t_lip_rm(2.9,y,+) 

stretch_r_cornerlip_o(8.4,x,-) 

raise_r_i_eyebrow(4.2,y,+) 

raise_r_m_eyebrow(4.4,y,+) 

raise_r_o_eyebrow(4.6,y,+) 

squeeze_r_eyebrow(4.2,x,+) 
 

J
o
y
 

 

open_jaw(2.1,y,-) 

lower_t_midlip(2.2,y,-) 

stretch_l_cornerlip(2.4,x,+) 

raise_l_cornerlip(2.4,y,+) 

lower_t_lip_lm(2.6,y,-) 

stretch_l_cornerlip_o(8.3,x,+) 

raise_l_cornerlip_o(8.3,y,+) 

lower_t_lip_lm_o(8.5,y,-) 

close_t_l_eyelid(3.1,y,-) 

close_b_l_eyelid(3.3,y,+) 
 

 
 

lower_t_midlip_o(8.1,y,-) 

stretch_r_cornerlip(2.5,x,-) 

raise_r_cornerlip(2.5,y,+) 

lower_t_lip_rm(2.7,y,-) 

stretch_r_cornerlip_o(8.4,x,-) 

raise_r_cornerlip_o(8.4,y,+) 

lower_t_lip_rm_o(8.6,y,-) 

close_t_r_eyelid(3.2,y,-) 

close_b_r_eyelid(3.4,y,+) 

S
a
d
n
es
s 

 

close_t_l_eyelid(3.1,y,-) 

close_b_l_eyelid(3.3,y,+) 

raise_l_i_eyebrow(4.1,y,+)  

raise_l_m_eyebrow(4.3,y,+) 

raise_l_o_eyebrow(4.5,y,+) 
 

 

close_t_r_eyelid(3.2,y,-) 

close_b_r_eyelid(3.4,y,+) 

raise_r_i_eyebrow(4.2,y,+) 

raise_r_m_eyebrow(4.4,y,+) 

raise_r_o_eyebrow(4.6,y,+) 
 

S
u
rp
ri
se

 

 

open_jaw(2.1,y,-) 

raise_b_midlip(2.3,y,+) 

stretch_l_cornerlip(2.4,x,+)  

raise_l_cornerlip(2.4,y,+) 

raise_b_lip_lm(2.8,y,+) 

stretch_l_cornerlip_o(8.3,x,+) 

raise_l_cornerlip_o(8.3,y,+) 

close_t_l_eyelid(3.1,y,-) 

close_b_l_eyelid(3.3,y,+)  

raise_l_i_eyebrow(4.1,y,+)  

raise_l_m_eyebrow(4.3,y,+)  

raise_l_o_eyebrow(4.5,y,+) 

squeeze_l_eyebrow(4.1,x,-) 
 

 
 

 

stretch_r_cornerlip(2.5,x,-) 

raise_r_cornerlip(2.5,y,+) 

raise_b_lip_rm(2.9,y,+) 

stretch_r_cornerlip_o(8.4,x,-) 

raise_r_cornerlip_o(8.4,y,+) 

close_t_r_eyelid(3.2,y,-) 

close_b_r_eyelid(3.4,y,+) 

raise_r_i_eyebrow(4.2,y,+) 

raise_r_m_eyebrow(4.4,y,+) 

raise_r_o_eyebrow(4.6,y,+), 

squeeze_r_eyebrow(4.2,x,-) 
 

Table 1 : FAPs vocabulory for archetypal 

expression description 
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Figure 5 : Sigmoid transition function 

 

 

To achieve this, we need to adjust dynamically the 

interpolation step, which should be small when the 

emotion is at its maximal intensity and larger at 

intermediate positions. In opposition to linear 

interpolation, which would lead to a constant step, 

sigmoid functions represent an appropriate choice 

because it leads to a dynamic interpolation step reacting 

as desired. Equation 3 gives the equation of the sigmoid 

function used for interpolation between key frames: 

 

  
)(1

1
bxae

y
+−

+
=    (3) 

 

 

In this equation, parameters a and b are used to tune 

respectively the delay and the slope of the transition. An 

illustration of the dynamic evolution of the transition 

between two emotions in a sequence of 25 frames is 

depicted in figure 5. The amplitude (red point, one per 

frame) varies slowly around the beginning and the end of 

transition and faster around intermediate positions. 

 
4.4. Experimental results 

 

To evaluate the facial animation produced by the 

exposed framework, we used an MPEG-4 compliant 3D 

talking head animation player developped by [9]: 

XfacePlayer. It is part of an open source tools set, 

available at [10]. The other tools consist of XfaceCore 

(main library), XfaceEd (editor to generate MPEG-4 

ready meshes from 3D static models) and XfaceClient 

(remote control for XfacePlayer). 
 

Frames from various animation sequences are 

depicted in figure 6. They were generated using the 

XfacePlayer and its default head model “Alice”.  

 

5. Conclusion 
 

This paper presented a statistical study of facial 

expressions, whose results are used to produce realistic 

MPEG-4 compliant facial animation, based on a set of 

low-level parameters (FAPs). The first step consisted in 

labeling the Cohn-Kanade facial expression database to 

FAP name Intensity Stats Surprise Joy 

 Female Male Mixt Female Male Mixt 

Mild Mean -134 -137 -135 179 171 176 

 StDev 120 133 125 83 81 82 

Strong Mean -501 -446 -481 351 365 356 

Raise_l_cornerlip (2.4) 

Raise_r_cornerlip (2.5) 

 StDev 195 293 237 118 117 118 

Mild Mean 100 115 106 * * * 

 StDev 73 62 70 * * * 
Strong Mean 220 235 225 * * * 

Raise_l_i_eyebrow (4.1), 

Raise_r_i_eyebrow (4.2) 

 StDev 80 96 86 * * * 
Mild Mean 73 72 73 * * * 

 StDev 66 53 62 * * * 
Strong Mean 136 100 123 * * * 

Raise_l_o_eyebrow (4.5), 

Raise_r_o_eyebrow (4.6) 

 StDev 100 73 93 * * * 
Mild Mean -30 -26 -29 63 57 61 

 StDev 26 24 26 38 34 37 

Strong Mean -60 -46 -55 134 130 133 

Stretch_l_cornerlip (2.4), 

Stretch_l_cornerlip_o (8.3) 

 StDev 40 30 37 50 49 50 

Mild Mean -133 -124 -129 233 231 232 

 StDev 118 118 118 104 90 99 

Strong Mean -496 -441 -476 402 434 412 

Raise_l_cornerlip_o (8.3), 

Raise_r_cornerlip_o (8.4) 

 StDev 227 288 252 124 122 124 
 

Table 2 : Overview of some statistics for emotion joy and surprise 
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extract meaningful information about the selected FAP 

displacements for every of the 6 archetypal emotions. 

Then, we computed the statistics linking the low-level 

FAPs with the six archetypal emotions, thereby 

providing new results about the FAPs variation range 

under the different emotions. We extended the results 

even further by taking into account some additional data 

(gender and intensity) and refined the statistical models. 

Finally, we proposed a smooth and efficient way to 

perform a dynamic and realistic transition between the 

emotions involved in the animation sequence. 

 

It is interesting to notice that the results presented in 

this paper can also be exploited in the scope of facial 

expression recognition. A 6-class Bayesian facial 

expression classifier [11], using the statistics presented 

above as observation model, reached a recognition rate 

greater than 80% when applied to the Cohn-Kanade 

database. 

 

Future work includes the extension of the model to 

additional emotions (non-archetypal) and modalities. 

The next goal of this research is thus the integration of 

the speech modality to evolve towards a fully automated 

multimodal facial animation framework. 
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Figure 6 : Neutral, anger, joy and surprise 
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